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This session introduces the ordinary least-squares regression model which can be used to model
continuous variables. We cover the theory behind the technique, the interpretation of the parameters
and confidence intervals and also the computation and interpretation of the model-fit statistics.
Where appropriate, code for Rcmdr is included to enable the analyses and graphics to be reproduced.

OLS regression is a particularly important technique not only because it provides a method of
modeling continuous data, but also because it is central to understanding the wider application of
the generalised linear model to other types of data.

1 The Generalized Linear Model

This chapter introduces generalized linear models (GLMs) and shows how they can be used to model
continuous, ordered and unordered data (the three basic scales of data described in Chapter 1). The
object is to provide a coherent introduction to data modeling rather than provide a comprehensive
coverage of all techniques under the GLM umbrella. GLMs enable descriptive and predictive models
to be built that are sufficiently general to be applicable to much social science data. They can be
used to model data collected from survey and experimental studies and can replace many of the
more traditional hypothesis tests that are still in common use. Of particular importance is the
unified theoretical framework that the method offers, as this enables certain ‘economies of scale’ to
be realised that allow a whole range of data to be analysed using similar techniques.

The use of the techniques will be described using a modeling procedure whereby a particular variable
can be modeled (or predicted) using information about other variables. For example,

Variable Y may be predicted by Variable X1 and Variable X2.

Variable Y (the variable that is being modeled — the response variable) could be wage, educational
attainment, test score, share price, a binary category indicating success and failure, University cho-
sen or religious affiliation. Variables X1 and X2 (the variables used to predict Y — the explanatory
variables) could be age, average school grade, gender, nationality, race, attractiveness, weight, atti-
tude to innovation or treatment group. In short, variables Y , X1 and X2 can be recorded on any of
the scales described in Chapter One. Using the concrete example of a particular company’s share
price, the relationship above can be written as:



Share Price may be predicted by Output and Market Confidence.

From the relationship above one can deduce that share price may be determined by the company’s
output and the confidence shown in the market the company operates in. This is not likely to be a
perfect relationship as a number of other variables not represented in the model will also influence
share price (such as government policy and exchange rates). In general, for the model above, high
output and high market confidence is likely to be associated with a relatively high share price
(although this might not always be the case). The model can be said to consist of three components,
the response variable, Y , the explanatory variables, X1 and X2 and a function that links the two.
These three components form the basis of the Generalized Linear Model where they are commonly
referred to as the random component, the systematic component and the link function.

• The random component:

the probability distribution assumed to underlie the response variable.

• The systematic component:

the fixed structure of the explanatory variables, usually characterised by a linear function
(α+ β1x1 + β2x2 + β3x3 + ...+ βkxk).

• The link function:

the function that maps the systematic component onto the random component. This function
can be one of identity for Normally distributed random components, or one of a number of
non-linear links when the random component is not Normally distributed.

The GLM can be summarised as:

Random
Component

-Link

Function

Systematic
Component

with a concrete example being:

Share Price -
Link

Function

Output

and

Market Confidence

The probability distribution assumed to underlie the random component is a function of the data.
For example, when the response variable is continuous, a Normal distribution may be used, whereas
a binomial distribution may be used when the response variable is dichotomous. The link function is
also dependent on the scale in which the response variable is recorded. For example, for a Normally-
distributed response variable, the relationship between the random and systematic components is
one of identity (=), where the random component actually equals the systematic component. For a
binomially distributed response variable, the link between the random and systematic components
is the log odds, or logit, and for count data it is the log. These can be seen in Rcmdr as the default
links for the guassian, binomial and poisson families of random components.

We introduce generalized linear models using Ordinary Least-Squares regression (OLS), a technique
that can be used to model a continuous response variable.
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Figure 1: Models that can be fit under the Statistics, Fit models, Generalized liner model...
menu tree in Rcmdr . Note that the default link function changes depending on the response variable.
For the continuous model shown in the top-left, the response variable is continuous and the default
link is the identity (=). For the categorical model shown on the bottom, the response variable is
categorical and the default link is the logit (log-odds). For the count data model shown on the right,
the response variable is count data and the default link shown for this is a log-link (a log-linear
model).

2 Modelling a continuous variable

A continuous response variable (a variable that can legitimately be described using the mean) can
be modeled using ordinary least-squares (OLS) regression, one of the GLM modeling techniques.
We will describe the theory and application of the technique in relation to a simple data set and
build from a simple to a multi-variable model that includes categorical explanatory variables. The
data that are to be used here to illustrate the technique are from Koteswara, 1970, (reported in
Hand et al., 1994) who presents data collected over 30 four-week periods from March 18th 1951 to
July 11th 1953. The data show ice cream consumption (pints per capita), the price of ice cream
(in dollars per pint), the weekly family income (in dollars) and the mean outdoor temperature (in
degrees Fahrenheit). These data are shown in Table 1.

Table 1: Data: Ice cream consumption

Ice Cream Price Family Temperature
Consumption Income

.386 .270 78 41

.374 .282 79 56

.393 .277 81 63

.425 .280 80 68

.406 .272 76 69

.344 .262 78 65

continued on next page . . .
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. . . continued from previous page

Ice Cream Price Family Temperature
Consumption Income

.327 .275 82 61

.288 .267 79 47

.269 .265 76 32

.256 .277 79 24

.286 .282 82 28

.298 .270 85 26

.329 .272 86 32

.318 .287 83 40

.381 .277 84 55

.381 .287 82 63

.470 .280 80 72

.443 .277 78 72

.386 .277 84 67

.342 .277 86 60

.319 .292 85 44

.307 .287 87 40

.284 .277 94 32

.326 .285 92 27

.309 .282 95 28

.359 .265 96 33

.376 .265 94 41

.416 .265 96 52

.437 .268 91 64

.548 .260 90 71

From Koteswara, 1970.

2.1 Simple OLS regression

Simple OLS regression refers to the case where there is a continuous response variable and a single
explanatory variable. For example, ice cream consumption may be predicted, at least to some extent,
by mean outdoor temperature. At a very basic level, the relationship between the two variables can
be represented as:

Ice Cream Consumption ∼ Outdoor Temperature

This is a very simplified view of ice cream consumption and merely states that consumption may
be corrleated with outdoor temperature. There are clearly many more variables that are also likely
to be related to the amount of ice cream sold, but these are not included in this example. The non-
represented information could have been included in the model as an error term, but for simplicity,
this term has not been made explicit1. Generally, one would expect ice cream consumption to
increase as outdoor temperature increases and this is precisely what we observe in the scatterplot of
the two variables shown in Figure 2. Furthermore, it would appear that the relationship between the
two variables can be approximated by a straight line. The equation of a straight line is ‘Y = α+βx’,
which represents the relationship between the two variables in the current example. The straight-line
model of consumption is therefore:

1In any case, the regression model does not explicitly include the amount of error in the regression equation. This
information is provided in the model-fit statistics.
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Figure 2: A scatter-plot showing the relationship between ice cream consumption and outdoor
temperature. The straight line is the OLS regression model consumption = α+ β temperature.

consumption = α+ β temperature (1)

2.1.1 computing and interpreting model parameters

The relationship between the response variable (consumption) and the explanatory variable (tem-
perature) may be represented by a straight line and can therefore be given in the form ‘Y = α+βx’.
This linear model is derived using an algorithm that minimises the sum of the squares of the dis-
tances from each data point to the line (hence it is known as the least-squares technique) producing
a line of best-fit (the straight line drawn on the graph in Figure 2). Readily available statistical
software can compute the model parameters for the model ‘consumption = α + β temperature’ and
these are shown in Table 2. From the estimates provided in this table, one can obtain the intercept
(α) and the regression coefficient for temperature (β) to get the equation of the line of best-fit, which
is

consumption = 0.207 + (0.003 ∗ temperature). (2)

The estimate for the variable ‘temperature’ indicates that for each unit increase in temperature, per
capita consumption of ice cream is expected to increase by 0.003 pints. This increase in ice cream
consumption is the average increase one would expect2.

2The estimate for the intercept is not all that informative in this case as it just indicates the consumption when
the temperature is zero (as we do not know if a linear model holds for temperatures this low, interpreting this value
is often futile).
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Table 2: Regression parameters

estimate standard error

(intercept) 0.207 0.0247
temperature 0.003 0.0005

Model: consumption = α + β temperature

It is useful to also determine the limits within which one might expect consumption to change given
a unit increase in temperature (i.e., how accurate the β parameter is). These limits are known as
confidence intervals and may be calculated using Equation 3.

Large sample 95% confidence interval for β = β̂ ± 1.96(s.e. β̂) (3)

where β̂ indicates that β is estimated from the data.

For the model above,

Large sample 95% confidence interval for β = 0.003± (1.96× 0.0005)

= 0.002, 0.004

In 95% of cases, the expected increase in per capita consumption of ice cream for each degree rise
in temperature is between 0.002 and 0.004 pints per capita. In other words, for a unit increase in
temperature (a one degree rise) in 95% of cases one would expect consumption to increase by at
least 0.002 pints per capita but not more than 0.004 pints per capita. As both of these confidence
intervals predict an increase in the consumption of ice cream, we can conclude that at the 95%
two-tailed level of significance, ‘temperature’ does have a significant affect on the response variable
(this is confirmed in the next section when the model-fit statistics are discussed).

2.1.2 predicting the response variable

From the model provided above in Equation 2, it is a simple matter to obtain predictions for the
response variable at any given value of temperature (provided that it is within the range of obser-
vations recorded during the study). For example, when the temperature is 50 degrees Fahrenheit,
ice cream consumption is predicted to be

consumption = 0.207 + (0.003 ∗ 50)

= 0.357

which can be confirmed by looking at the graph of the regression model in Figure 2. It is an
easy matter to compute these predictions using software. Table 3 shows predicted probabilities of
ice cream consumption for a number of different temperatures computed using the R statistical
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Table 3: Predictions of consumption

temperature predicted consumption

41 0.334
56 0.381
63 0.403
68 0.418
69 0.421
65 0.409
61 0.396
47 0.353
32 0.306
24 0.281
28 0.294

Model: consumption = 0.207 + (0.003 * temperature)

package. From the predicted values in the table, it is easy to see that the predicted consumption
increases with temperature.

The R commands for plotting the prediction intervals are shown at the end of this document along
with a graph showing the confodence intervals for the mean prediction and also the prediction
intervals for individual predictions.

2.1.3 goodness of fit statistics

In addition to the model parameters and confidence intervals, it is useful to have an indication of
how well the model fits the data. For this we need to compute some model-fit statistics. How well
the model fits the data can be determined by comparing the observed scores (the data) with those
predicted from the model. The difference between these two values (the deviation or residual, as
they are sometimes called) provides an indication of how well the model predicts each data point.
Adding up the deviances for all the data points after they have been squared (in order to remove
any negative values) provides a measure of how much the data deviates from the model overall.
The sum of all the squared residuals is known as the residual sum of squares (RSS) and essentially
provides a measure of model-fit. A poorly fitting model will deviate markedly from the data and will
consequently have a relatively large RSS, whereas a good-fitting model will not deviate markedly
from the data and will consequently have a relatively small RSS (a perfectly fitting model will have
an RSS equal to zero, as there will be no deviation). The RSS statistic therefore provides a measure
of model-fit and can be used to determine the significance of individual and groups of parameters
for a regression model. This statistic is also known as the deviance and is discussed in depth by
Agresti, 1996 (pages 96–97).

A ‘model’ computed for a single continuous response variable, Y, has the form ‘Y = α’, where α is
equal to the mean value (if the only information you have about a continuous variable is the variable
itself, the best prediction you can make about its value is the mean value). The residuals for such
a model are simply the difference between each data point and the mean of the distribution (the
predicted value from the model, designated as x̄). The deviance in the model can be computed by
adding up all of the squared residuals for each data point as defined in Equation 4 and illustrated
for the variable consumption in Figure 3.
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deviance = (x1 − x̄)2 + (x2 − x̄)2 + ....+ (xk − x̄)2 (4)

Figure 3: Residuals for the model ‘consumption = α’

Table 4 shows the residuals and squared residuals for each consumption data point. These residuals
have been calculated by simply subtracting the mean value of consumption (0.3594) from each of
the observed values (xi − x̄). Adding up all of the squared residuals provides the deviance for the
model ‘consumption = α’, which is calculated as 0.1255.

The deviance can also be derived for models that include one or more explanatory variables. Figure
4 gives a visual representation of how the residuals are calculated for the simple regression model
‘consumption = α + β temperature’. The residuals are calculated as the distances from each data
point to the regression line (rather than to the average value) and these are clearly shown in the
diagram. For a comprehensive illustration of modeling relationships and determining residual scores
for simple regression models, see Miles and Shevlin (2001). Table 5 shows the residuals and squared
residuals for each consumption data point3. Adding up all of the squared residuals provides the
deviance for the model ‘consumption = α+ β temperature’, which is calculated as 0.0500.

The deviance is an important statistic as it enables the contribution made by an explanatory variable
to the prediction of a response variable to be determined. If by adding a variable to the model, the
deviance is greatly reduced, the added variable can be said to have had a large effect. If, on the other
hand, the deviance is not greatly reduced, the added variable can be said to have had a small effect.
The change in the deviance that results from the explanatory variable being added to the model is
used to determine the significance of that variable’s effect. To assess the effect that a variable has
on the model, one simply compares the deviance statistics before and after the variable has been
added. For a simple OLS regression model, the effect of the explanatory variable can be assessed by
comparing the RSS statistic for the full regression model with that for the null model (see Equation
5).

3These have been computed using commonly available software.
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Table 4: Residuals for the model ‘consumption = α’

Consumption squared Consumption squared
observed fitted residual residual observed fitted residual residual

Y Ŷ (Y − Ŷ ) (Y − Ŷ )2 Y Ŷ (Y − Ŷ )2

0.386 0.3594 0.0266 0.0007 0.381 0.3594 0.0216 0.0005
0.374 0.3594 0.0146 0.0002 0.470 0.3594 0.1106 0.0122
0.393 0.3594 0.0336 0.0011 0.443 0.3594 0.0836 0.0070
0.425 0.3594 0.0656 0.0043 0.386 0.3594 0.0266 0.0007
0.406 0.3594 0.0466 0.0022 0.342 0.3594 −0.0174 0.0003
0.344 0.3594 −0.0154 0.0002 0.319 0.3594 −0.0404 0.0016
0.327 0.3594 −0.0324 0.0011 0.307 0.3594 −0.0524 0.0027
0.288 0.3594 −0.0714 0.0051 0.284 0.3594 −0.0754 0.0057
0.269 0.3594 −0.0904 0.0082 0.326 0.3594 −0.0334 0.0011
0.256 0.3594 −0.1034 0.0107 0.309 0.3594 −0.0504 0.0025
0.286 0.3594 −0.0734 0.0054 0.359 0.3594 −0.0004 0.0000
0.298 0.3594 −0.0614 0.0038 0.376 0.3594 0.0166 0.0003
0.329 0.3594 −0.0304 0.0009 0.416 0.3594 0.0566 0.0032
0.318 0.3594 −0.0414 0.0017 0.437 0.3594 0.0776 0.0060
0.381 0.3594 0.0216 0.0005 0.548 0.3594 0.1886 0.0356

Model: consumption = α
deviance = 0.1255

Figure 4: Residuals for the model ‘consumption = α+ β temperature’

RSSdiff = (RSS0)− (RSS1) (5)

where RSS0 refers to the null model Y = α,

and RSS1 refers to the model Y = α+ βx.
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Table 5: Residuals for the model ‘consumption = α+ β temperature’

consumption residual residual consumption residual residual
squared squared

0.39 0.0517 0.0027 0.38 −0.0216 0.0005
0.37 −0.0069 0.0000 0.47 0.0394 0.0016
0.39 −0.0096 0.0001 0.44 0.0124 0.0002
0.42 0.0068 0.0000 0.39 −0.0291 0.0008
0.41 −0.0153 0.0002 0.34 −0.0513 0.0026
0.34 −0.0648 0.0042 0.32 −0.0246 0.0006
0.33 −0.0694 0.0048 0.31 −0.0242 0.0006
0.29 −0.0649 0.0042 0.28 −0.0223 0.0005
0.27 −0.0373 0.0014 0.33 0.0352 0.0012
0.26 −0.0254 0.0006 0.31 0.0151 0.0002
0.29 −0.0079 0.0001 0.36 0.0496 0.0025
0.30 0.0103 0.0001 0.38 0.0417 0.0017
0.33 0.0227 0.0005 0.42 0.0476 0.0023
0.32 −0.0132 0.0002 0.44 0.0313 0.0010
0.38 0.0032 0.0000 0.55 0.1205 0.0145

Model: consumption = α + β temperature
deviance = 0.0500

For the example above, the effect that temperature has on ice cream consumption can be ascertained
by comparing the deviance in the null model ‘consumption = α’, with the deviance in the model
‘consumption = α + β temperature’. The only difference between these two models is that one
includes temperature and the other does not. The difference in RSS between the models will therefore
illustrate the effect of temperature. Commonly available statistical software provides these statistics
for simple OLS regression models and these are shown in Table 6.

Table 6: Assessing significance by comparing model deviances

model RSS df RSSdiff F-value P-value

consumption = α 0.1255 29
consumption = α+ β temperature 0.0500 28

0.0755 42.28 4.8e-07

RSS represents the deviance in the model

RSSdiff is the difference in deviance between the two models

F-statistic = 42.28 on 1 and 28 degrees of freedom

For our example of ice cream consumption, the addition of the explanatory variable ‘temperature’
into the model results in a change in deviance of 0.0755 (RSSdiff). The significance of this can be
determined by calculating an F-statistic using Equation 6. In this equation, two nested models are
compared, a larger model designated as p+ q (the model ‘consumption = α+ β temperature’) and
a nested model designated as p (the model ‘consumption = α’). It is important that the models are
nested as one cannot compare deviance statistics for un-nested models (eg., ‘Y = α + temperature’
and ‘Y = α + price’). Only nested models can be compared as this allows an evaluation of the
change in deviance that results from the addition of the explanatory variable.

Substituting the values from Table 6 into Equation 6, it is simple to obtain an F-statistic that enables
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F(dfp−dfp+q),dfp+q
=

RSSp − RSSp+q

(dfp − dfp+q)(RSSp+q/dfp+q)
(6)

where p represents the smaller (null) model, consumption = α,

p+ q represents the larger model consumption = α+ β temperature,

and df are the degrees-of-freedom for the designated model.

us to evaluate the significance of adding a variable into the model. In this case, the significance of
adding ‘outdoor temperature’ into the model is calculated as:

F(29−28),28 =
0.1255− 0.0500

(29− 28)(0.0500/28)

F1,28 = 42.28

An F value of 42.28 on 1 and 28 degrees of freedom is highly significant (P = 0.000000479, or, as
it is commonly given, 4.8e-07) and suggests that outdoor temperature is significantly related to ice
cream consumption. This information does not need to be computed manually as it is commonly
provided by software in an ANOVA table (see Table 7). Although this table is redundant for this
model (as the information has already been provided above), it is included here to illustrate the
typical presentation of results from software.

Table 7: ANOVA table: the significance of variables

Sum Sq df F-value P-value

coefficient
temperature 0.0755 1 42.28 4.8e−07
residuals 0.0500

Model: consumption = α+ β temperature

The significance of individual parameters in the model can also be estimated using a t-statistic which
is simply the estimate divided by the standard error. The t-statistic for ‘temperature’ is therefore
0.003/.0004, which is 6.502 (this is the estimate from software, which uses many more decimal
places than have been reported here). This value is then tested for significance using a two-tailed
test with n − k − 1 degrees of freedom (where n is the number of cases and k is the number of
parameters excluding the constant, which, for this example is 28). The t-statistic and associated
significance level is shown in Table 8 below. For simple OLS regression models, the t-statistic is
directly comparable to the F-statistic reported in Tables 6 and 7 (in fact

√
F = t;

√
42.28 = 6.502).

In addition to the model-fit statistics, the R2 statistic is also commonly quoted and provides a
measure that indicates the percentage of variation in the response variable that is ‘explained’ by the
model. R2 is defined as:

R2 =
RSS due to regression

Total RSS, corrected for meanȲ
(7)
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Table 8: Estimating the significance of individual parameters using t-statistics

estimate standard error t-value P-value

(intercept) 0.207 0.0247 8.375 4.1e-09
temperature 0.003 0.0005 6.502 4.8e-07

Model: consumption = α + β temperature

From the results in Table 6, R2 can be calculated using the deviance measure for the regres-
sion divided by the total deviance. The total deviance is that associated with the null model
(consumption = α), and is equal to 0.1255. The deviance due to the regression is the difference
between the null model and the full model (consumption = α + β temperature) and is equal to
0.1255− 0.0500, or 0.0755 (RSSdiff). Using these figures, R2 can be computed.

R2 =
0.0755

0.1255

= 0.60

In this case one can say that 60% of the variability in the response variable is accounted for by the
explanatory variable. Although R2 is widely used, it has a tendency to increase as the slope of the
regression line increases and is not, therefore, a completely unbiased measure (see Barrett, 1974)4.
One solution to this problem is to calculate an adjusted R2 statistic (R2

a) which takes into account
the number of terms entered into the model and does not necessarily increase as more terms are
added. Adjusted R2 can be derived using equation 8.

R2
a = R2 − k(1−R2)

n− k − 1
(8)

where R2 is the coefficient of multiple determination,

n is the number of cases used to construct the model,

and k is the number of terms in the model (not including the constant).

The R2 and R2
a statistics do not provide an indication of significance and are therefore of most use as

descriptive statistics providing an idea of the strength of the linear relationship between the response
and explanatory variables. Draper & Smith (1981, page 92) conclude that these measures “might be
useful as an initial gross indicator, but that is all”. Given that neither statistic provides a ‘perfect’
measure of model fit, this book will use the more widely adopted R2 statistic when describing model
fits.

To conclude this section, one can say on the basis of the simple regression model, that outdoor
temperature appears to be related to ice cream consumption. As outdoor temperature increases,
consumption tends to also increase. This relationship is highly significant. However, this is a
very simple model and one would need to investigate other variables that might have an effect on
consumption before an accurate determination of the effect of temperature can be made. A more

4Indeed, R2 will always increase as variables are added to the model.
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detailed investigation into ice cream consumption is shown in Section 2.2 where a multiple OLS
regression model is described.

2.2 Multiple OLS regression

OLS regression can easily be adapted to include a number of explanatory variables. For example,
ice cream consumption is likely to be affected by a number of variables in addition to outdoor
temperature. Table 1 shows data on two other variables that might be important in predicting ice
cream consumption (price and family income). Ice cream consumption may be predicted using all
three explanatory variables, a model of which is shown below.

Ice cream consumption may be predicted by outdoor temperature and price and family
income.

2.2.1 computing and interpreting model parameters

Multiple explanatory variables are represented as a linear function in much the same way as a single
variable. The additional variables are simply added to the model (the model is thus said to be
additive). For the example above, the model above will look like:

consumption = α + β1 outdoor temperature +

β2 price + β3 family income (9)

Ice cream consumption can be predicted, at least to some extent, by taking into account the outdoor
temperature, the price of the ice cream and family income. For simplicity, only the “main effects”
(i.e., the effect of each variable on its own) are included in the model described below. Any interac-
tions there may be between the explanatory variables are not taken into account. Table 9 provides
the parameters for the multiple OLS regression model in Equation 9.

Table 9: Regression parameters

estimate standard error

(intercept) 0.197 0.270
price −1.044 0.834
family income 0.003 0.001
temperature 0.003 0.000

The regression parameters for each of the explanatory variables represent the average change in ice
cream consumption that is expected to result from a change of one unit in that explanatory variable
when all other variables are held constant. For example, for each unit rise in price, consumption
decreases by an average of 1.044 pints per capita5. Similarly, for each unit increase in temperature,
consumption increases by an average of 0.003 pints per capita. These partial regression coefficients

5One should be aware that a unit change in price is a very large change. For the data collected, price in fact only
fluctuates between .260 to .292.
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identify the effect that each explanatory variable has on consumption independent of other variables
in the model (that is, it identifies the unique contribution made by the explanatory variable in
determining consumption).

As with simple OLS regression, confidence intervals for the β parameters can be easily computed
using software (see Equation 3 for the method of computation). The 95% confidence intervals are
shown in Table 10 below. From the Table, we can that in 95% of cases, the expected increase in per

Table 10: Confidence intervals

2.5% 50% 97.5%

price −2.759 −1.044 0.671
family income 0.001 0.003 0.006
temperature 0.003 0.003 0.004

capita consumption of ice cream for each degree rise in temperature is between 0.003 and 0.004 pints
per capita (to three decimal places). In other words, for a unit increase in temperature (a one degree
rise) in 95% of cases one would expect consumption to increase by at least 0.003 pints per capita
but not more than 0.004 pints per capita. As both of these confidence intervals predict an increase
in the consumption of ice cream, we can conclude that at the 95% two-tailed level of significance,
‘temperature’ does have a significant affect on the response variable in the model shown in Equation
9 (this is confirmed in the next section when the model-fit statistics are discussed). The variable
‘price’ shows 95% confidence intervals that predict both a decrease (-2.759) and an increase (0.671)
in ice cream consumption for a unit increase in price. As these intervals include 0, the variable
‘price’ in this model does not appear to be significant (this is confirmed in the next section when
the model-fit statistics are discussed).

2.2.2 predicting the response variable

As with the simple OLS regression model, it is a simple matter to obtain predictions for the re-
sponse variable at any given values of the explanatories (provided that they are within the range of
observations recorded during the study). From the estimates provided in Table 9, one can obtain
the intercept (α) and the regression coefficients for each of the explanatory variables. Substituting
these values into Equation 9:

consumption = 0.197 + (−1.044× price) +

(0.003× income) + (0.003× temperature)

Given a certain price, income and temperature (provided that these are within the range of obser-
vations recorded during the study), one can predict the amount of ice cream that will be consumed.
For example, when the price is 0.280, income is 85 and temperature is 50 degrees Fahrenheit, ice
cream consumption is predicted to be

consumption = 0.197 + (−1.044× 0.280) + (0.003× 85) + (0.003× 50)

= 0.310

Table 11 shows predicted probabilities of ice cream consumption for a number of different incomes,
prices and temperatures computed using the R statistical package.
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Table 11: Predictions of consumption

income price temperature predicted consumption

78 0.270 41 0.315
79 0.282 56 0.358
81 0.277 63 0.394
80 0.280 68 0.405
94 0.265 41 0.373
96 0.265 52 0.418
91 0.268 64 0.440
90 0.260 71 0.469

Model: consumption = 0.197 + (-1.044 × price) +
(0.003 × income) + (0.003 × temperature)

2.2.3 goodness of fit statistics

Similar to simple OLS regression, the significance of individual and groups of variables in a multiple
OLS regression model can be calculated by comparing the deviance statistics (RSS) for nested
models. The general form for comparing nested models is given as:

RSSdiff = (RSSp)− (RSSp+q) (10)

where RSS is the measure of deviance,

p is the smaller, nested model,

and p+ q is the larger model.

Although these statistics are provided by software (for example, in an ANOVA table similar to the
one shown below), it is useful to look at how these statistics are calculated and this is shown in
Table 12 which displays the deviance measures for a number of models along with some specific
comparisons and the corresponding F and P values.

Table 12: Assessing significance by comparing model deviances: in-
dividual variables

RSS df RSSdiff F-value P-value

Determining the effect of price

consumption = α+ β1 price +
β2 income + β3 temp. 0.035 26

consumption = α+ 0.037 27
0.002 1.567 0.222

β2 income + β3 temp.

Determining the effect of family income

consumption = α+ β1 price +
β2 income + β3 temp. 0.035 26

consumption = α+ β1 price + 0.046 27
0.011 7.973 0.009

β2 temp.

continued on next page . . .
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. . . continued from previous page

RSS df RSSdiff F-value P-value

Determining the effect of outdoor temperature

consumption = α+ β1 price +
β2 income + β3 temp. 0.035 26

consumption = α+ β1 price + 0.117 27
0.082 60.252 3.1e-08

β2 income.

The significance of each change in deviance (RSSdiff) is obtained by computing an F-statistic. Equa-
tion 11 shows the general form of the equation used to derive F.

F(dfp−dfp+q),dfp+q
=

RSSp − RSSp+q

(dfp − dfp+q)(RSSp+q/dfp+q)
(11)

where p represents the smaller model,

p+ q represents the larger model,

and df are the degrees-of-freedom for the designated model.

Substituting numbers into the equation, one can work out the effect that any particular variable,
or group of variables, has. For example, the significance of adding the variable ‘price’ to the model
‘consumption = α + β1 outdoor temperature + β3 family income’ can be calculated as:

F(27−26),26 =
0.002126

(27− 26)(0.035273/26)

F1,26 = 1.567091

which is the same value as that provided for the variable ‘price’ in Table 12. The F-value of 1.567
on 1 and 26 degrees of freedom is not significant (P=0.222). The significance of multiple variables
can also be computed by comparing nested models. Table 13 shows how the contribution made by
multiple variables may be obtained. The deviance measure for a number of models is provided along
with the difference in deviances between two selected model comparisons and the corresponding F
and P values. The significance of all three variables can be computed by comparing the null model
with the full model. The corresponding F-statistic can be calculated as:

F(29−26),26 =
0.090251

(29− 26)(0.035273/26)

F3,26 = 22.17490

which is the same value as that provided in Table 13. The F-value of 22.17490 on 3 and 26 degrees
of freedom is highly significant (P=2.5e-07). Using an identical procedure, the significance of the
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Table 13: Assessing significance by comparing model deviances: groups of variables

model RSS df RSSdiff F-value P-value

Determining the effect of all three variables
consumption = α+ β1 price +

β2 income + β3 temp. 0.035 26

consumption = α 0.126 29
0.090 22.175 2.5e-07

Determining the effect of two variables (price and temperature)
consumption = α+ β1 price +

β2 income + β3 temp. 0.035 26

consumption = α + β income 0.125 28
0.090 33.156 7.0e-08

combined effect of price and temperature on the full model can also be derived. The change in
deviance of 0.0899 is highly significant as F2,26 = 33.156, p = 7.0e− 08. The information on model-
fit for individual parameters does not need to be computed manually as it is commonly provided by
software in an ANOVA table (see Table 14).

Table 14: ANOVA table: the significance of variables

Sum Sq df F-value P-value

coefficient
income 0.011 1 7.973 0.009
price 0.002 1 1.567 0.222
temperature 0.082 1 60.252 3.1e−08
residuals 0.035 26

Model: consumption = α+ β1 income + β2 price +
β3 temperature

The significance of individual parameters in the model can also be estimated using a t-statistic which
is simply the estimate divided by the standard error. The t-statistic for ‘temperature’ in the model
‘consumption = α + β1 income + β2 price + β3 temperature’ is 0.0034584/.0004455, which is 7.762.
This value is then tested for significance using a two-tailed test with n − k − 1 degrees of freedom
(where n is the number of cases and k is the number of parameters excluding the constant, which,
for this example is 26). The t-statistics and associated significance levels are shown in Table 15
below. For single parameter variables (i.e., not categorical), the t-statistics are directly comparable
to the F-statistics reported in Tables 12 and 14 (in fact

√
F = t).

From the results in Tables 12 and 13, R2 can be calculated for each model by dividing the deviance
measure for the regression by the total deviance. For the model ‘consumption = α + β1 price +
β2 income’, the deviance due to the regression (the variables price and income) is the difference
between the deviance for the null model ‘consumption = α’ (0.126; see Table 13) and the deviance
for the model ‘consumption = α + β1 price + β2 income ’ (0.117; see Table 12). The value of R2

for this model is calculated as:
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Table 15: Estimating the significance of individual parameters using t-statistics

estimate standard error t-value P-value

(intercept) 0.197 0.270 0.730 0.472
income 0.003 0.001 2.824 0.009
price 1.044 0.834 -1.252 0.222

temperature 0.003 0.000 7.762 3.1e-08

Model: consumption = α+ β1 income + β2 price + β3 temperature

R2 =
0.126− 0.117

0.126

= 0.071

In this case one can say that 7.1% of the variability in the response variable is accounted for by
the explanatory variables price and income. A model that includes all three explanatory variables
has an R2 value of (0.126-0.035)/0.126, which equals 0.72. We can say that altogether, the three
explanatory variables account for about 72% of the variance in consumption. It is a simple matter
to compute R2 for the other models presented in the Tables and we leave the reader to compute
these by hand or by the use of statistical software.

To conclude this section, one can say that 72% of the variability in ice cream consumption is
accounted for by the three variables price, family income and temperature. From Table 15, outdoor
temperature is seen to have the most significant effect on consumption (t26 = 7.762), followed by
income (t26 = 2.824) and then price (t26 = −1.252). It should be noted, however, that these
relationships are only likely to hold within the range of the collected data. Price, for example, has
a marginal effect on consumption (p > 0.01) compared to the other variables included in the model,
but its effect would be likely to change markedly if it were to be increased by, say, a factor of 100.
What we can conclude is that within the price range investigated in this study, fluctuations in price
only had a marginal effect on consumption. Also, the effect of family income is significant, but one
would advise caution when interpreting this figure as, presumably, consumption would not increase
indefinitely with family income as there is likely to be an upper limit on the amount of ice cream an
individual can consume.
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